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Evolutionary Robotics Simulation Models in the
Study of Human Behaviour and Cognition

Marieke Rohde

Summary

Simulation models are powerful scienti�c tools for embodied, behaviour-based, dynamical or en-
active approaches in Cognitive Science that reject the traditional metaphor of the mind as a digital
computer. However, simulation models in general and Evolutionary Robotics simulation models
in particular are frequently deliberately minimal. If they are used in the study of human level
cognition, there appears to be a gap between the simplicity of the model and the sophistication
of the explanandum. This thesis presents a number of models developed to elucidate different
problems in Cognitive Science and which exemplify the different scienti�c values that Evolution-
ary Robotics simulation models can have for the study of human intelligence and behaviour (i.e.,
hypothesis generation, proof of concept, veri�cation and illustration beyond cognitive limits and
intuitions).

Applying this simulation method to problems in motor control, neuroscienti�c theory, social
contingency and time perception, it is argued that, in order to take part in explaining human be-
haviour and cognition, it is not necessary - or even desirable - to aspire a model that approximates
human level complexity. Besides the results each of the models presented contributes to the re-
search question it addresses, the main result from the work presented in this dissertation is the
proposal of a new and interdisciplinary methodological framework. This framework combines
Evolutionary Robotics simulation models and experiments in human sensorimotor adaptation, us-
ing the same minimal computer simulation in both the experiment and the model. The application
of this method to the problem of adaptation to sensory delays and perceived simultaneity demon-
strates its potential to explain the sensorimotor basis of perception in a bona �de enactive way.
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University of Sussex
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Chapter 1

Introduction

This dissertation essentially promotes enaction as an alternative paradigm for Cognitive Science

and Evolutionary Robotics simulation models as one of its tools. The main objective is of a
methodological nature i.e., to provide answers to the question: how can minimalist Evolutionary

Robotics simulations be used to explain human (high-level) cognition?

Before explaining how this question is posed, addressed and answered, however, I want to
start with an autobiographic account, explaining how I came into the position from where I started

the research journey documented here. This journey took me from modelling motor control of
the arm, via philosophising about the plausibility of neural architecture to the interdisciplinary

study of perceptual experience combining synthetic robotics modelling with minimal experimental

work on human sensorimotor behaviour. Alongside the corpus of concrete results from the hands-
on modelling and experimental work, the methodology applied kept growing, developing and

improving and, at the end of the journey, I realise that this leitmotif is possibly its main result.

The personal account in section 1.1 presumes some familiarity with the paradigmatic debate in
Cognitive Science, which is recapitulated for the na¤�ve reader in chapter 2. Section 1.2 presents

the structure of the current document.

1.1 Genesis

Many of my colleagues and friends know that I have studied Cognitive Science for three years,
completely oblivious about the existence of alternative paradigms in Cognitive Science. I quite

happily learned and taught LISP and Prolog, implemented Montague semantics for ‘formal se-
mantics’ and hidden Markov models for ‘natural language processing’. I learned brain areas by

heart for ‘Functional Neuroanatomy’ and drew boxes in ‘Cognitive Psychology’. I wrote essays

about the philosophy of mental representations and analysed the advantages of concept lattices in
knowledge representation. The only thing I was not happy about was that two and a half year into

my degree, I had learned very little about how the mind works.

This is, obviously, an ironic exaggeration of my experience during the years of my undergrad-
uate studies. These years were probably the most inspiring, educatory and formative of my life.

I learned so much about the brain, about programming, logics, computability and useful AI tech-



Chapter 1. Introduction 2

niques, about structural properties of language, about statistics, philosophy, experimental design
and psychology. All in all, it was a stimulating atmosphere in which I was privileged to study. The

problem was more that things never seemed to come together. I am proud to say that I have �rst
person experience of frustration with the computationalist paradigm in Cognitive Science.

What most people do not know is that the seeds for what happened next had already been

planted much earlier than that. I struggle to say when exactly, but twelfth grade philosophy class
was certainly a milestone. Kant’s transcendental epistemology mesmerised me. The idea of the

inaccessible Ding an sich (thing in itself) that is so dif�cult to grasp seemed to stab right into the
heart of some diffuse doubts I had held about myself and the world and that had been silently bug-

ging me. It was the same time that we learned about relativity theory and Einstein’s mind boggling

thought experiments in physics class. When we were given an excerpt by von Glasersfeld1 about
the construction of time and space as the distinction of the concept of ‘after’ from the concept of

‘next to’, based on our sensorimotor experience, I got even more excited. This was like Kant, but

better. Going all the way.
The problem at the time was that nobody seemed to share my enthusiasm. I kept my fancy

for radical constructivism alive despite dismissal by peers and teachers till into the �rst year of
my studies. My �rst ever term paper (during College in T¤ubingen) was on time and space in

Kant and von Glasersfeld and how it relates to Newtonian as opposed to modern physics. My

second term paper (in Cognitive Science: ‘philosophy of language’) was a critique of Davidson’s
refutation of solipsism and an appraisal of radical constructivism. Just as my philosophy teacher,

the lecturers marking these essays showed themselves more than impressed with my knowledge,

understanding and reasoning but had little sympathy for my conclusions. I got bored and gave up
on constructivism - temporarily.

It took a bit of luck for me to get back on course. At the end of a rather software-engineering
oriented two months internship at the Fraunhofer Institute for Autonomous Intelligent Systems, I

strolled, out of curiosity, over to the robotics section of the building and started chatting to people

about my studies, my interests. I ended up talking to Pasemann and colleagues at the Intelligent
Dynamical Systems unit and left with a contract to come back for my BSc project. Another

milestone. During those months, I learned to work with Evolutionary Robotics simulations and

Dynamical Systems analyses. Reading Pasemann’s Repr ¤asentation ohne Repr¤asentation (1996),
I realised that, through the failure of AI, constructivism was gaining ground.

The rest is boring. It was the logical next step to come to Sussex, the cradle of Evolutionary
Robotics and Arti�cial Life, for the MSc in Evolutionary and Adaptive Systems. I learned about

autopoiesis, enaction, Arti�cial Life, GAIA theory, sensorimotor plasticity etc. I mastered the cri-

sis suffered annually by students on the course once you realise there are no walking talking robots
and I learned to recognise the merits of minimal Evolutionary Robotics simulation modelling, the

elegance with which these simple models proved that representationalism was wrong, even if it is

yet another phototactic agent, and was offered a place to do a DPhil.
Still, I was diffusely dissatis�ed. Sure, it was not our aim to evolve a human. Sure, it feels

good to be right. But what I really wanted to know is how the mind works. Any answers to
this question appeared to come from hands-on scienti�c work, Kohler’s (1962) experiments with

1I have not found this source again till the present day.
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goggles, Held’s (1965) work on sensorimotor plasticity, Bach-y-Rita’s (2003) research on Sensory
Substitution, Piaget’s (1936) classical work on conceptual development, N·u�nez’ (e.g., N·u�nez &

Sweetser, 2006) anthropological studies. What did Evolutionary Robotics contribute, or the area
of Arti�cial Life in general? Was ‘proving wrong’ the only thing our models could do? Was I

doing the wrong thing?

There were examples of Evolutionary Robotics models that made concrete and constructive
contributions to a �eld of research: for instance, in explaining insect behaviour (e.g., Vickerstaff &

Di Paolo, 2005), in developmental psychology (e.g., Wood & Di Paolo, 2007) or in motor control
(e.g., Rohde & Di Paolo, 2005, also chapter 4 of this dissertation). But, even though ultimately

related, these contributions seemed very remote from the kinds of questions I was really interested

in. Even if the computationalist Cognitive Science was misguided, could it be that our critics from
the traditional camp were empirically right in claiming that ALife modelling was a dead end?

Posing and refuting this question is the main purpose of the current dissertation. It was the

guiding principle that has led my research over the past three and a half years. Five Evolutionary
Robotics simulation models are presented here, all of which address questions of human cognition

and behaviour and provide valuable - and valued - results. The model of motor synergies strongly
idealises experimental work on human grasping behaviour in order to prove that the postulated

motor control principles can work even in abstracted and modi�ed conditions and to generate

hypotheses for further experimental work. The model of value system architectures illustrates
conceptual weaknesses in certain types of neuro-cognitive architecture and points out implicitly

held prior assumptions that need to be explicated. The two models of human perceptual crossing

in minimal simulated environments generate proofs of concept and hypotheses on different levels
of explanation that feed back into experimental practice and theory building. This modelling of

perceptual crossing led up to the interdisciplinary project on adaptation to sensory delays, in which
the model plays the same methodological role as before, however, it does not model experimen-

tal work by other researchers but was developed alongside my own experimental study, which I

conducted during a �ve months research stay at the Groupe Suppl ·eance Perceptive in Compi�egne.
This group had also conducted the mentioned experiments on perceptual crossing. With this body

of results from isolated modelling activity as well as from modelling activity as part of an interdis-

ciplinary methodology, I am happy to conclude that I have been doing the right thing: Evolutionary
Robotics modelling is a great tool for the study of human cognition and behaviour.

The current dissertation is the document of this crooked road with motivational ups and downs,
that passes through areas of technical, experimental, social, linguistic and analytic activity, de-

touring left and right, touching on seemingly unrelated questions across disciplines. Having ar-

rived at the end of this road, I am surprised to �nd myself right were I started: contemplating how
time and space are constructed from sensorimotor experience. The difference is, however, that I

have a whole trunk full of knowledge and ideas on how to advance with this question, which in-

clude Evolutionary Robotics simulation modelling as an essential and valuable tool to investigate
cognition and perception in a bona �de enactive way - no reductionist charlatanry.
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1.2 Structure of the Current Dissertation

This section brie�y summarises the contents and structure of the remaining twelve chapters and

how they work together. The dissertation basically consists of two parts. Chapter 2-7 present

the ideological and methodological background, develop the novel methods proposed and present
results from Evolutionary Robotics simulation models that address different kinds of questions

across disciplines. The second part (chapters 8-12), in contrast, focuses on one particular research

question, i.e., the study of adaptation to sensory delays and perceived simultaneity. This second
part applies the interdisciplinary approach that results from the �rst part at a larger scale, com-

bining experimental and modelling results. The conclusion chapter with the unlucky number 13
comes back to the methodological theme of the dissertation and evaluates the results from all ex-

perimental and modelling chapters in the light of the conceptual debate outlined in chapter 2 and

chapter 3.
The following chapter (chapter 2) is an introduction to the paradigmatic struggle in Cognitive

Science. It starts off by giving a historical account of the birth, rise and fall of computationalist

Cognitive Science. It then introduces some of the main proposed alternatives and clari�es how
they differ from each other and from the computationalist paradigm. Then, the enactive paradigm

is outlined and advocated in more detail. The research question of this dissertation, i.e., how
Evolutionary Robotics modelling can contribute to an enactive explanation of mind, is presented

in the context of criticism and challenges to the enactive approach in general and concerning the

role of Evolutionary Robotics simulation modelling in particular.
Given that this dissertation is, in the �rst place, a methodological dissertation, it is not sur-

prising that the method chapter 3 is the longest chapter. It does not only introduce the technical

details of the experimental and modelling approaches taken. It also presents original contribu-
tions on a number of science theoretic questions, such as the consequences of a constructivist

world view for scienti�c practice and interpretation, the role of Dynamical Systems Theory in the
enactive approach and the methodological dif�culties associated with the scienti�c study of expe-

rience. It concludes with the outline of how minimal experimental (Perceptual Supplementation)

and modelling (Evolutionary Robotics) approaches can be integrated to form a minimal and inter-
disciplinary method to address questions of perceptual experience from the enactive perspective.

Chapter 4 presents a simulation model studying linear synergy as a principle in motor control.

The problem of redundant degrees of freedoms and the concept of motor synergies are intro-
duced, as well as the experimental study that inspired the simulation model. After presenting the

model and the results, the study is evaluated both as to what it implies for the research question
it addresses as a self-contained model and in the light of the research question of the current dis-

sertation, i.e., if and how Evolutionary Robotics simulation models can contribute to the study of

human cognition and behaviour.
A simulation model caricaturing value system architectures in order to illustrate the implicit

premises underlying this kind of architecture is at the core of chapter 5. However, the introduction
section of the chapter does not only provide the necessary background for posing the question

addressed by the model but also outlines some novel contributions about value generation and the

origins of meaning in the enactive approach that are independent of this model. Again, the model
and its results are presented and consequently evaluated with respect to the question the model
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addresses as well as with respect to the methodological theme of the dissertation.
Chapters 6 and 7 present the results from two simulation models of two subsequent and very

related experimental studies on human perceptual crossing in a one-dimensional (chapter 6) and
a two-dimensional (chapter 7) minimal virtual environment. Even though I was not personally

involved in the experimental work underlying these simulation models, these chapters already im-

plement the proposed combination of Evolutionary Robotics modelling and minimal Perceptual
Supplementation experiments that I propose in chapter 3. The models and their results are eval-

uated, identifying their contribution to explaining the dynamics of perceptual crossing and in the
light of the overarching methodological theme.

The purely conceptual chapter 8 can be seen as a second introduction chapter, framing the

question addressed in the second part of the dissertation. It summarises and relates work on
time cognition and construction from a broad variety of sources, including Kant’s epistemol-

ogy, Husserl’s and Merleau-Ponty’s phenomenology, Lakoff and N·u�nez anthropology, Piaget’s

developmental psychology, Varela’s neurophenomenology, Shanon’s study of altered states of
consciousness, Libet’s neuroscienti�c work on neuro-behavioural latencies and Nijhawan’s psy-

chophysics study of the �ash lag phenomenon. Again, the chapter does not only review but
presents novel thoughts and ideas. It then presents, more speci�cally, related work on adapta-

tion to sensory delays, in particular the psychological study that inspired the second part, in order

to phrase the hypothesis tested in the experiment.
In chapter 9, the experimental results from the study on human adaptation to tactile delays in a

minimal virtual environment are presented. The results do not con�rm the initial main hypothesis.

A preliminary data analysis is performed, leading to ambiguous results that suggest non-trivial
reasons for the failure of the main hypothesis, which deserve further exploration.

The Evolutionary Robotics simulation model of the experiment is presented in chapter 10. The
results clarify the dynamics of the task posed to the experimental participants, and the impact of

strategy on patterns of adaptation. There are quanti�able differences in behaviour between agents

that solve the task with and without delays that relate to dynamical principles governing the task.
These differences suggest the investigation of the same variables in the experimental data gathered.

In the light of these simulation results, the sensorimotor recordings from the experiment are

revisited in chapter 11. Looking at the variables pointed out to be potentially relevant by the
simulation model, it can be shown that the behaviour of the experimental participants follows the

same regularities along some dimensions but not along others.
Chapter 12 evaluates the experimental and simulation results and sketches how, in the light of

the conceptual analysis in chapter 8, the theoretical and empirical insights about the sensorimotor

principles of the task lead to new hypotheses for further experimentation. New questions are
phrased and old ones rephrased, providing the basis for a future research program on the study of

simultaneity perception and how it is in�uenced by adaptation to sensory delays.

The conclusion chapter 13 returns to the main theme and assesses the methods developed and
employed and in how far they can and do contribute to the study of human cognition and behaviour.

Even though the conclusion is predominantly positive and optimistic, weaknesses and limits of the
approach taken are self-critically assessed and presented.



Chapter 2

An Enactive Approach to Human Cognition and
Sensorimotor Behaviour

This opening chapter introduces the philosophical and paradigmatic context in which the current

dissertation and the research it presents have been generated. It forms the foundation for the
description and development of the methods employed and developed (chapter 3) and their later

application (Just modelling: chapters 4 - 7. Combined modelling and experimental work: chapters

8-12). The signi�cance of the results of each of the models and experiments for the particular
research question they address is discussed within the respective experimental or modelling parts

of the dissertation. The paradigmatic and methodological implications of these studies, which are
the unifying research theme for the present work are identi�ed and evaluated in the conclusion 13.

In many ways, the methodological research question of this dissertation can be seen as yet an-

other episode of the paradigmatic struggle between traditional computationalist Cognitive Science
and more embodied and dynamic approaches. Therefore, this chapter starts (section 2.1) with a

summary of the key issues, persons and milestones that have determined this debate, which is as

old as Cognitive Science itself. In Cognitive Science, there is a tendency to present the paradigm
struggle as a battle between the traditional ‘GOFAI’ (good-old-fashioned Arti�cial Intelligence

(Haugeland, 1985)) approach on the one hand and everything which is ‘: GOFAI’ (or ‘New AI’)
on the other hand. Even though alternative proposals (Connectionism, Dynamicism, Behaviour-

Based Robotics, . . . ) have frequently originated from the same observations of shortcomings of

the traditional paradigm and often have signi�cant methodological and ideological overlap, they
cannot be seen as a single alternative that comes in different �avours. Signi�cant tensions exist

between them. Section 2.2 summarises a number of alternative paradigms, identi�es their maxims

and core assumptions and points out in how far they are prone to the same criticisms as GOFAI.
Section 2.3 presents the enactive approach as the paradigm in Cognitive Science that this disserta-

tion is based on. Finally section 2.4 is a self-critical re�ection on the main challenges this paradigm
faces and particularly on the role computational models have played in it. Special attention is paid

to a criticism that dynamical modelling approaches frequently face, i.e., that such models serve

well to address low-level behavioural issues but not high-level cognitive issues. This last section
�nishes by outlining the challenge that has driven the research conducted in this dissertation, i.e.,
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to identify ways to use simple Evolutionary Robotics simulation models in Cognitive Science in
general and, in particular, for the scienti�c study of high-level cognition.

2.1 The Rise and Fall of Traditional Cognitive Science

To my knowledge, it is not clear when the term ‘Cognitive Science’ was �rst employed. Its birth is,

however, frequently associated with the birth of a more traceable term, i.e., ‘Arti�cial Intelligence’
(AI; e.g., Eysenck & Keane, 2000; Haugeland, 1981; Russell & Norvig, 1995), a label that has �rst

been used for in the call for the Dartmouth Conference in 1956 (McCarthy, M.Minsky, Rochester,
& Shannon, 1955). This conference brought together researchers that were employing the then

newly emerging digital computer technology in disciplines as different as psychology, computing,

linguistics, neurobiology and engineering.
At the time, Behaviourism was at its peak in psychology. Behaviourism had arisen out of a

partially justi�ed methodological skepticism towards introspectionism in psychology, whose data

was not observable by anyone but the introspecting subject and thus did not meet the scienti�c
standards of the natural sciences. Therefore, the behaviourists demanded to con�ne scienti�c

inquiry to physically measurable behaviour. The most radical critics went as far as to claim that
mind and mental phenomena �could not be shown to exist and were therefore not proper objects

of scienti�c inquiry at all� (Stilling, Weisler, Chase, Feinstein, Gar�eld, & Rissland, 1998, p. 335)

and the very use of mentalistic language was, as a consequence, frowned upon.
The analogy between computing processes in digital computers (or formal Turing Machines,

TMs) and the human mind drawn by the researchers in the newly founded discipline AI, therefore,

fell on fertile grounds with researchers that were interested in studying mental phenomena. Digital
computers perform intelligent tasks that previously only humans could do, such as logical reason-

ing, mathematical computation, syntactically correct chaining of words, etc. If we can physically
explain and formally and functionally describe how the machine does it, why would the same not

be possible for the human mind, the ‘black box’ of Behaviourism? Computer technology and AI

provided the language and concepts that, in the oppressive scienti�c climate at the time, made
it acceptable to use mentalistic terms without falling subject to accusations of lacking scienti�c

rigour.
The Science of Cognition, rather than the Science of ‘just’ behaviour, therefore, is frequently

de�ned in terms of this metaphor of the digital computer for the human mind (which comes in

different variants, e.g., physical symbol system hypothesis (Newell & Simon, 1963); computa-
tional theory of mind (Fodor, 2000); cognition as computation or information processing (Stilling

et al., 1998, p. 1)). It became the underlying dogma for the interdisciplinary study of the mind, in

which cognitive psychologists and linguists empirically measure the behavioural data to be mod-
elled; computer scientists and AI researchers generate the computational models of this data that

map inputs to outputs and predict further not yet measured input-output mappings; brain scien-
tists identify the neural circuits and brain areas that instantiate these formal models; philosophers

take care of the mental side of things and relate the formal and scienti�c results to mind, which is

scienti�cally not measurable. Had it worked, it would have been a great idea.
The problem with the mind-as-machine metaphor is that neither the human mind nor the hu-

man brain are very much like digital computers. A digital computer is a device that maps input
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symbols to output symbols following syntactic rules, and, even though humans are much better
at performing such mappings than most animals, it is by far not everything they do. Computers

can model those aspects of our behaviour that are syntactic in their nature, but such behaviours
are but a very limited subset of the things we do. Consequently, over the last 50 years of AI

research, computer modellers have repeatedly run up to the limits of this metaphor. This led to

the identi�cation of a whole catalogue of problems that can ultimately be traced to originate from
the mind-as-machine metaphor. A non-exhaustive listing features: 1.) the frame problem in AI:

how to keep track of all relevant changes in the world? (Russell & Norvig, 1995) 2.) The credit
assignment problem in machine learning: if I get positive feedback, what was it that I did right?

3.) the symbol grounding problem in philosophy: how do symbols get their meaning? (Harnad,

1990) 4.) the binding problem in neuroscience: selecting the features to build up the internal
representation of the external world, how do I put back together correctly what I separated in the

process of parsing? 5.) The problem of indexicality in formal semantics: how do I functionally

derive word meanings that depend on context? The list could go on.
All these problems are a consequence of having separated the symbolic representational token

from its meaning, a separation which characterises computational systems. Local structures do
their job, applying syntactic rules without knowing if they are playing chess or launching a nuclear

bomb. This ignorance of the algorithm is beautifully illustrated in Searle’s famous ‘Chinese room’

thought experiment (1980), which features a Chinese interpreter that applies the rules of Chinese
language without knowing any Chinese.

This is just one, and perhaps the most drastic implicit premise contained in the mind-as-

machine metaphor. A number of assumption about brain and mind that are not supported by
empirical evidence piggyback on this premise - assumptions that have been vehemently criticised

over and over in the 50 year old history of AI. Other related assumptions, such as the idea that
exact timing does not matter, that the brain/mind is functionally modularised, that cognition is the

passive waiting for inputs, that there is an external world of objects, waiting to be represented and

that unexplained homunculi provide meaning wherever it is lacking, are discussed later on in this
chapter, throughout this thesis and in many of the references given.

However, the point of this section is not in the �rst place to convince the reader that there are

problems with the mind-as-machine metaphor. The ‘failure of AI’, as it is commonly called, is,
by now, acknowledged even by some of the most central and fundamentalist �gures in Cognitive

Science (e.g., Fodor, 2000). However, the methods, and with them the language, the concepts, the
modelling assumptions and the rejection of other ways of doing Cognitive Science persist. Having

started as a rebellion against the constraints that Behaviourism imposed on language, thought and

action, computationalist Cognitive Science has now itself become an intellectual straightjacket,
an obstacle in the way of scienti�c progress and the understanding of mind. While the mind-

as-machine metaphor provided the language to describe cognitive processes that are syntactic in

their very nature, it did not provide the language to talk about semantics, about meaning. This
is a problem, because mind is an inherently meaningful phenomenon. Even worse maybe, the

metaphor took away the language to talk about behaviour or anything external to the former black-
box of Behaviourism, because it presumes that internal representation and symbol manipulation,

the formal description of the mind-machine, is all there really is to know.
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My personal belief is that both Behaviourism and computationalist GOFAI Cognitive Science
have been so successful because they are based on seductively simple ideas. Is it time to replace

computationalism with another seductively simple idea? I do not think so. The world is complex,
mind is complex, the brain is complex, the body is complex. Any simple theory will be doomed to

follow the same destiny, i.e., to rise, to turn into dogma, and to fall, but not to explain cognition.

Fortunately, the enactive approach is not simple. Section 2.3 tries to capture the essence of what
this new and still dynamic and evolving approach takes from different predecessors, some ancient,

some more recent, and how it aspires to explain mind. But before that, I want to review a number
of other proposed alternatives, some of which I consider more reasonable than others.

2.2 Alternative Paradigms

Sceptics have pointed out the above summarised limitations over and over again. But does giving

up on computationalism imply giving up on the idea to scienti�cally explain mind and cognition?

Or are there ways to cut out the mind-as-machine metaphor but to keep Cognitive Science as such
an interdisciplinary project? Many proposals have been made to substitute the mind-as-machine

metaphor with a new and different paradigm to be programmatic for a new Cognitive Science.
There is a tendency to conceive of such alternative proposals as a uni�ed ‘opposition’, rather

than as the diverse set of paradigms that it is. For instance, in Connectionism, arti�cial life, and

dynamical systems: New approaches to old questions, Elman (1998) presents three alternative
paradigms to the computationalism and describes how he believes they go hand in hand:

�The three approaches share much in common. They all re�ect an increased interest
in the ways in which paying closer attention to natural systems (nervous systems;
evolution; physics) might elucidate cognition. None of the approaches by itself is
probably complete; but taken together, they complement one another in a way which
we can only hope presages exciting discoveries yet to come� (Elman, 1998).

Earlier on, Elman writes

�While there are signi�cant differences among these three approaches and some com-
plementarity, they also share a great deal in common and there are many researchers
who work simultaneously in all three� (Elman, 1998).

In my opinion, Elman’s take on the situation is misconceived. However, I do think it is quite a

common misconception which is rooted in two facts that Elman observes: 1.) Alternative ap-

proaches tend to be driven by a common demand for more biological plausibility and 2.) there
is methodological overlap between alternative paradigms. However, using the same methods and

coming from the same route does not imply ideological agreement. Identifying the largest com-
mon denominator between different paradigms bears the danger of watering down the original

radical and new proposals and dilute them �into a background essentially indistinguishable from

that which they initially intend to reject� (Di Paolo, Rohde, & De Jaegher, 2008a). Therefore, I
want to clarify the ideological commitments associated with some alternative paradigms that are

all subsumed under the umbrella term new AI.
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2.2.1 Connectionism

Connectionism is frequently conceived of as the most important alternative proposal to the classi-
cal paradigm. This perception is probably to do with the fact that Connectionism had been posed

as an explicit challenge quite early on (McClelland, Rumelhart, & Hinton, 1986) and that Arti�cial
Neural Network (ANN) theory had been developed alongside logics-based AI. Connectionism (or

parallel distributed processing, PDP) proposes to replace GOFAI’s digital computer with �a large

number of simple processing elements called units, each sending excitatory and inhibitory signals
to the other units� (McClelland et al., 1986, p. 55). Bene�ts of this approach are its �physiological

�avour� (McClelland et al., 1986, p. 55) because ANNs are inspired by neuroscience, drawing

the analogy between processing units and biological neurons. A lot of the paradigmatic debate
in Cognitive Science has focused on identifying the differences between Turing Machine/logics

based approaches and ANNs and their implications (noticeably: Fodor and Pylyshyn’s (1988)
conceptual criticism and the responses it triggered; Minsky and Papert’s (1969) formal proof of

limited computational capacities of perceptrons).

From an enactive perspective, ANNs are only of limited conceptual interest. In their non-
dynamic form (i.e., feed-forward networks), they only represent input-output-mappings just like

computationalist models. In their dynamic form (i.e., recurrent networks), they can represent

dynamical systems - however, that a dynamical system takes the form of an ANN rather than just
any differential equation is not of explanatory importance either. As argued extensively elsewhere

(e.g., Cliff, 1991; Harvey, 1996), Connectionism suffers from most of the problems associated
with the computationalist paradigm. Indeed, it is just a variant of the computational paradigm, not

presuming ‘cognition as digital information processing’ but rather ‘cognition as parallel distributed

processing’.
ANN theory has produced some very useful formal tools, learning algorithms and represen-

tations for dynamical systems and mathematical functions. At its interface to theoretical neuro-

science it has also generated models that contribute to the understanding of brain physiology and
dynamics. This is as far as its signi�cance goes. In order to understand mind, cognition and be-

haviour, it is necessary to investigate not just what comes in and what comes out, but much rather
what happens in closed loop interaction with the world and how such physical agent-environment

interactions relate to experience. ANN theory is not at the heart of such a project, it is not even an

essential component.

2.2.2 Dynamicism

The dynamical hypothesis in Cognitive Science (van Gelder, 1998; Port & van Gelder, 1995) is

a more recent alternative paradigm proposed which claims �that cognitive agents are dynamical

systems� (van Gelder, 1998, p. 615). The problem with this approach is, again, that a mathematical
formalism to substitute GOFAI’s Turing Machine is proposed, rather than to part with the idea that

a formal tool has to be at the core of Cognitive Science in the �rst place.
Dynamical Systems Theory (DST) does play an important role in the enactive approach, and I

elaborate on this methodological importance in section 3.2 of the following methodological chap-

ter 3. At this point, I only want to mention an example of the kind of model that is not enactive
but falls within the realm of Dynamicism, in order to illustrate where the methods of Dynamicism
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and Enactivism depart, despite the enormous overlap, which is much larger than the overlap with
Connectionism.

Elman (1998) gives as an example of a DST model a recurrent neural network that is trained
to recognise the context-sensitive formal language anbn, which Elman sees as an example of a

dynamical model of �realms of higher cognition� because it is �applied to the case of language�

(Elman, 1998, p. 30). In the light of the previously identi�ed problems with the computational
paradigm, it is mysterious to me what this completely disembodied model which basically rep-

resents a pushdown automaton can explain about cognition: why is this model superior to a TM
recognising the same formal language, or how does it not fall victim to the same criticisms? This

is just to illustrate that the answer cannot be in the appropriate choice of formalism alone.

But there is a second part to why, even though I would never deny the importance of DST
for Cognitive Science, I think Dynamicism is limited as a paradigm: a formal model in Cognitive

Science cannot explain but an aspect of the explanans, it cannot itself be the phenomenon. I outline

my ideas about the role of formal modelling in Cognitive Science in the following chapter (section
3.3).

2.2.3 Cybernetics, ALife, Behaviour Based Robotics (BBR)

While Connectionism and Dynamicism focus their criticism of the computationalist approach on
the properties of the formalism used for modelling, both Behaviour Based Robotics (BBR, e.g.,

Brooks, 1995) and Arti�cial Life (ALife, e.g., Langton, 1997) emphasise the importance of em-

bodiment and situatedness of cognition. The computationalist paradigm focuses on what comes
in and what goes out but fails to account for how what goes out impacts in turn on what comes in

(i.e., the closure of the sensorimotor loop) and its relevance for explaining cognition.

Associated with these approaches is a strong skepticism of the objectivist assumption im-
plicit in computationalism, i.e., that the brain builds an internal representation of the external

world which justi�es to exclude the world itself from the explanation of cognition in favour of a
Cartesian theatre (or as Brooks puts it: �the world is its own best model� (Brooks, 1995)). This

skeptical position is frequently called anti-representationlist, even though I am not aware of any-

one adopting this label for themselves. Harvey (1996, also personal communication at several
oral presentations), however, appropriately remarks that from being the ‘billiard balls’ of expla-

nation in computationalism (i.e., part of the explanans), human capacity to represent becomes an

explanandum in non-computationalist paradigms and, though intriguing, loses its central role in
explanation. He also points out that there are very different and partially contradictory meanings

associated with the term ‘representation’ in Cognitive Science and everyday life (e.g., correlation,
stand-in, re-presentation, something mental, something in the brain, a computational token, . . . )

and that computationalists are frequently reluctant to de�ne their usage of the term which implies

that it is a problematic term to use because of its fuzziness and the potential for misinterpretation
it bears. I subscribe to this view.

Both BBR and ALife emphasise the fact that living organisms differ in that respect from digital

computers; ALife can be seen as a direct counter-proposal to AI as in GOFAI that focuses on
explaining �life as it is and how it could be� (Langton, 1997) rather than ‘intelligence’ which

is associated with logics, rationality and the kinds of things that computers are good at. These
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synthetic approaches clearly have their predecessors in the cybernetics movement during the �rst
half of the last century (e.g., Ashby, 1954; Ryle, 1949; Holland, 2002, Holland on Walter’s work

from the 1940s/1950s), whose aim can maybe be identi�ed as explaining living organisms as
machines (not as Turing Machines (!)). Brooks sees his BBR approach in direct succession to the

cybernetics movement, whose limitations he diagnoses to be due to the limited technologies and

formal tools available at the time (Brooks, 1995). There is a multitude of opinions within the BBR
and ALife community about several issues, such as whether simulation models count as embodied

and situated. As a common denominator, BBR and ALife, in continuation of early cybernetics
ideas, is to propose that behaviour has to be modelled/built in closed loop agent-environment

interaction.

In my opinion, there is no contradiction between this paradigm and the enactive approach, as
elaborated in section 2.2.5.

2.2.4 Minimal Representationalism/Extended Mind

There have been a number of proposals that explicitly aim at reconciling the old computationalist

paradigm with the growing group of critics becoming aware of the need to take embodiment,
situatedness and real-time interaction dynamics seriously. As we assess in (Di Paolo et al., 2008a),

�In the opinion of many, the usefulness of enactive ideas is con�ned to the ‘lower
levels’ of human cognition. This is the ‘reform-not-revolution’ interpretation. For
instance, embodied and situated engagement with the environment may well be suf-
�cient to describe insect navigation, but it will not tell us how we can plan a trip
from Brighton to La Rochelle. [. . . ] For some researchers, then, the usefulness of
enactive ideas is con�ned to the ‘lower levels’ of human cognition. As soon as any-
thing more complex is needed, we must somehow recover newly clothed versions of
representationalism and computationalism�

Main proponents of this kind of approach include Clark and Grush (Clark, 1997; Clark &

Grush, 1999) and Wheeler (2005). As we argue in (Di Paolo et al., 2008a), these proposals aim

at incorporating syntactic symbol manipulation processes into an embodied and situated story in
order to account for high level human reasoning. This approach is thus to abstain from the chau-

vinism associated with traditional computationalism (i.e., that a TM description will give you the
whole story). However, such proposals extend the computationalist program, rather than to fun-

damentally change it: there will be some need to refer to dynamical, bodily and environmental

variables, but at some level, cognition is and has to be still a homuncular symbol manipulation
process working on internal representations. Those cognitive capacities presumed to be thus im-

plemented are called �representation hungry problems� (Clark, 1997).

The model of value system architectures presented in chapter 5 illustrates some of the concep-
tual problems associated with hybrid architectures and homuncular modules. Problematic though

these proposals may sound, they have to be taken seriously because they point towards the main
challenges for an enactive Cognitive Science. There are, at present, not many enactive accounts

of cognitive activities that involve the use of symbols, like language, mathematics or planning.

Dynamical systems accounts frequently focus on cognitive capacities that are strongly rooted in
the here-and-now, which leads cognitivists to believe that this is all these accounts can offer. An-

thropological work on language (e.g., N·u�nez & Sweetser, 2006; Lakoff & Johnson, 2003) or
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mathematics (e.g., Lakoff & N·u�nez, 2000) takes �rst steps to �ll this gap. However, from the
domain of computational modelling, there have been little contributions towards explaining the

mentioned cognitive phenomena.
As outlined in section 2.4 below, for the enactive approach, this gap is not a failure but a

challenge. There are no logical limits towards explaining these kinds of phenomena, like there are

for the computationalist paradigm, but much rather horizons towards which this young paradigm
can venture out next. For the present purpose, it is only important to point out that such hybrid

or ‘on the fence’ positions are not variants of the enactive paradigm but, if at all, variants of the
computationalist paradigm, in suggesting that human symbolic reasoning has to be a minimal form

of symbolic digital computation.

2.2.5 Methodological Overlap, Ideology Worlds Apart

From the previous summary, it is easy to understand how alternative paradigms can get shuf�ed
up: the shortcomings they aim to mitigate and the methods they propose overlap remarkably.

However, as concerns the science-theoretic side of things, there are important differences and

even contradictions between all these paradigms.1 Most of them put too much emphasis on the
descriptive formalism, just as computationalism does.

My position within the described landscape is to acknowledge a signi�cant methodological
overlap, but reject most of the labels just mentioned. For instance, even though I use both ANNs

and DST as formal tools, I would not label myself a Dynamicist, and even less a Connectionist,

because descriptive formalisms are not central to the enactive paradigm, which goes far beyond
formal issues, whereas they are at the core of both Connectionism and Dynamicism. As concerns

ALife as a paradigm for AI, I am more happy to label myself that way: I think ALife’s closed-loop

modelling approach is the way forward for modelling the kinds of phenomena I am interested in.
I would, however, like to add the disclaimer that it is not my paradigm of choice for Cognitive Sci-

ence. Even though the enactive paradigm in Cognitive Science has a space for synthetic methods
in which my ALife simulation modelling �ts, I do not think modelling or synthetic recreation are

central to Enactivism. I elaborate on the status of formal tools and methods within my research in

the following methodological chapter (section 3.3). The following section gives an account of the
enactive approach as an alternative paradigm for the scienti�c study of cognition.

2.3 The Enactive Approach

The term ‘enaction’ in the context of cognition is usually associated with the publication of ‘The

embodied mind’ (Varela, Thompson, & Rosch, 1991) and Francisco Varela et al. as key propo-
nents, even though the term has been used in related contexts before (cf. Di Paolo et al., 2008a,

section 2). I see myself very much in the tradition of the interdisciplinary research program put

forward by Varela, which may be construed as a kind of non-reductive naturalism, emphasising
the role of embodied experience, the autonomy of the cogniser and its relation of co-determination

with its world. In this section, I outline my interpretation of the enactive approach, which mainly

1At least as they are phrased by their most radical proponents; I believe that many researchers applying the men-
tioned methods and labelling themselves accordingly may be a little more modest or less chauvinistic about their choice
of method.
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recapitulates the positions put forward in (Di Paolo et al., 2008a).
As dissatisfaction with the classical computationalist paradigm grows, the term ‘enactive’

gains in popularity. In the light of the paradigmatic confusion sketched in the previous section
2.2, there is a clear danger that the enactive approach as a paradigm is watered down, becomes a

meaningless umbrella term or falls victim to self-contradiction. Therefore, the ideological com-

mitments characterising this approach have to be made explicit. However, as the enactive approach
is still emerging and developing, it is also important to avoid simpli�cation, reduction and rushed

exclusion of promising routes towards an open future. In (Di Paolo et al., 2008a), we write

�In trying to answer the question ‘What is Enactivism?’ it is important not to straight-
jacket concepts that may still be partly in development. Some gaps may not yet be sat-
isfactorily closed; some contradictions may or may not be only apparent. We should
resist the temptation to decree solutions to these problems simply because we are
dealing with de�nitional matters. The usefulness of a research programme also lies
with its capability to grow and improve itself. It can only do so if problems and con-
tradictions are brought to the centre and we let them do their work. For this, it is
important to be engendering rather than conclusive, to indicate horizons rather than
boundaries� (Di Paolo et al., 2008a).

The collection (Stewart, Gapenne, & Di Paolo, 2008) in which the cited contribution appears is an

important step towards such an ‘emancipation without dogmatisation’.
We have identi�ed �ve central and conceptually intertwined concepts that constitute the core

of the theory of enaction (Varela et al., 1991; Thompson, 2005), i.e., autonomy, sense-making,
emergence, embodiment and experience, �ve ideas that partially imply each other.

2.3.1 Autonomy

The term ‘autonomy’ means that you live by your own (‘auto’) laws (‘nomos’). The theory of

autopoiesis (Maturana & Varela, 1980) argues that living organisms are autonomous because they
constitute and keep building themselves and maintain their identity in a variable environment.

This means that, at some level of description, the conditions that sustain any given process in a

network of processes are provided by the operation of the other processes in the network, and that
the result of their global activity is an identi�able unity, as it is best exempli�ed by the autonomy

of the living cell.
Three things are important to realise about this idea of biological autonomy. 1.) The recogni-

tion of the agent as constructing, organizing, maintaining, and regulating sensorimotor interaction

with the world is in direct opposition to a representationalist perspective in which agents mechani-
cally represent and react to objects in a world with a pre-given ontology of meaningful objects. 2.)

The constraints imposed on self-maintaining processes of identity generation are of mechanical

nature; living organisms are bound by the laws of physics but the possibilities to re-organise them-
selves and, with them, the world of meaningful interactions they bring forth, are open-ended. This

open-endedness contrasts with explicit design in computationalist approaches. Even if machine
learning is a vivid �eld of investigation, such algorithms are functionally constrained by in-built

laws. 3.) Against a common prejudice, autonomy does not equate to maximal moment to moment

independence from environmental constraints (e.g., Bertschinger, Olbrich, Ay, & Jost, 2008; Seth,
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2007). It means, contrariwise, �being able to set up new ways of constraining one’s own actions�
(Di Paolo et al., 2008a).

The living cell may be the best example for biological autonomy, but it probably is not the
best example for the importance of autonomy in the scienti�c study of cognition. The cognitive

capacities of cells, if you want to call them cognitive at all, are very limited. I elaborate on how

autonomous identity preservation can happen at many possible levels, not only on the metabolic
level, in section 5.1.1 (cf. Varela, 1991, 1997). Against another common prejudice, the enactive

approach is not obsessed with bacteria cognition; Varela’s late work was much more centred on the
investigation of neuro-cognitive autonomy and cognition (e.g., Varela, 1999; Rodriguez, George,

Lachaux, Martinerie, Renault, & Varela, 1999), and there are recent and interesting proposals

that self-sustaining metabolism is altogether insuf�cient to give rise to mind or intentionality,
which instead is postulated to result from self-sustaining closure at the behavioural level (‘Mental

Life’; cf. Barandiaran, 2008). Such contemplations of neuro-cognitive identity and autonomy are

immaterial of the question whether or not such ‘Mental Life’ could exist without an organismic
metabolic substrate, which is an open research question.

2.3.2 Sense-Making

The concept of sense-making is closely related to the concept of autonomy - it emphasises the
constructivist and epistemological component in the enactive approach. In so far, �Enactivism

differs from other non-representational and dynamical views such as Gibsonian ecological psy-

chology (Varela et al., 1991, p. 203f). For the enactivist, sense is not an invariance present in
the environment that must be retrieved by direct (or indirect) means. Invariances are instead the

outcome of the dialogue between the active principle of organisms in action and the structure of

the environment� (Di Paolo et al., 2008a).
As John Stewart remarked (in a plenary discussion at ARCo2006 in Bordeaux): the problem

with information is not that there is not enough out there; the problem is that there is too much of
it. There are in�nite, countless invariances that could be detected and represented. Those relevant

to the cogniser are those that are perceived, and what is relevant depends on the cogniser’s organ-

isation. The formation and perception of concepts, in turn, can alter the autonomous organisation
of the cogniser, which can lead to the construction of new or destruction of existing meanings.

Cognition therefore is a formative activity, not the extraction of meaning as if this was already

present.
To realise this constructive role of the cogniser helps to disarm another common accusation,

which is that constructivist approaches are non-naturalist or deny the existence of the physical
world. The only thing denied is the observer-independent existence of meanings and secondary

qualities - not the existence of a universe of meaningless matter and physical constraints as such.

2.3.3 Emergence

In order to illuminate the concept of emergence, I want to return to the example of the living
cell. How do we know the cell is alive? And what exactly is alive? �The property of continuous

self-production, renewal and regeneration of a physically bounded network of molecular transfor-

mations (autopoiesis) is not to be found at any level below that of the living cell itself.� (Di Paolo
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et al., 2008a). It seems ill-conceived to call any of the component parts, a protein, the DNA
strands, etc. alive: these are just physical structures, the material substrate of the living cell that is

constantly changed and renewed. It is undeniable, however, that the phenomenon of life is as real
as it could be.2

We can very well scienti�cally investigate the material substrate of the living, and how it

brings about relational properties such as ‘life’, ‘death’ or ‘survival’, without ever being able to
(or wishing to) reduce them to the physical substrate. In the same sense, we can scienti�cally

study the physical processes from which mind and meaning emerge. The latter are then not to be
reduced to physical components of either the agent or its environment, but belong to the relational

domain established between the two.

The centrality of the concept of emergence is at the root of enactive skepticism towards func-
tional localisation as it is practiced in traditional cognitivist psychology, AI and neuroscience. The

problem is not that there would be insuf�cient evidence or not for such assignments, but much

rather that this kind of reductionist assignment is a category mistake. This question is explored
further in chapter 5.

2.3.4 Embodiment

Embodiment is a concept widely discussed and valued in Cognitive Science. Therefore, I do not
want to dwell too much on the dated idea that cognition was the meat in the ‘classical sandwich’

(Hurley, 1998) (i.e., squashed between the negligible peripheral sensor and motor systems that

generate symbolic representations and execute symbolic outputs as actions).
Instead I want to point out the important difference between embodiment and mere physical

existence. �[A] cognitive system is embodied to the extent to which its activity depends non-

trivially on the body. However, the widespread use of the term has led in some cases to the loss of
the original contrast with computationalism and even to the serious consideration of trivial senses

of embodiment as mere physical presence - in this view a word-processor running on a computer
would be embodied, (cf. Chrisley, 2003)� (Di Paolo et al., 2008a). Embodiment is not ‘symbol

grounding’ (Harnad, 1990) through implementation, an idea that keeps up the Cartesian separation

between cognition and ‘reality’. Much rather, embodiment means that cognition is embodied
action, in that the sensorimotor invariants our body affords in interaction with this world constrain

and shape the space of meanings constructed.

2.3.5 Experience

Steve Torrance (personal communication) remarked that experience is an ‘embarrassment’ for the
computationalist approach: a full blown cognitivist architecture, which supposedly explains cog-

nition, fails to account for one of the most central feats of the mental, i.e., what it feels like. With
decades having passed since Behaviourism, the ‘c-word’ (consciousness) has become less and less

of a taboo even in mainstream Cognitive Science. What it feels like has become one of the most

important topics of debate and controversy in the philosophy of mind (‘explanatory gap’ (Levine,
1983) and qualia debate as the Cognitivist variant of the mind-body-problem). It is important

2Even if this seems to be forgotten by some modern biologists, as Stewart (2004) argues, which is quite ironic, given
that biology is the study (‘logos’) of the living (‘bios’).
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to realise that the way this debate is led from within the computationalist paradigm is Cartesian
(or closet Cartesian), in that the mental is considered a different kind of thing from anything else

(objects, the world, meaning, the brain, representation, symbol manipulation; anything ‘real’ and
physically explainable) and we are therefore left with the impossible and arti�cial task to re-unite

these two things that we tore apart.

The enactive approach does not deny that experience does not manifest itself as physical ob-
jects. But in not being matter, experience is in good company, with other non-material, non-

reducible, but nevertheless real phenomena such as life, meaning, emotions or intentionality. �Ex-
perience in the enactive approach is intertwined with being alive and enacting a world of signi�-

cance� (Di Paolo et al., 2008a), not just as data to be explained, but as a guiding force in research

methodology. This is not to say that the study of experience (through scienti�c or non-scienti�c
means) is not methodologically problematic. Personally speaking, I �nd experience the most dif-

�cult factor to incorporate into a paradigm for the Cognitive Sciences. But it surely does not help

to pretend experience does not exist.3 Section 3.5 discusses in more detail how experience can
be methodologically incorporated in Cognitive Science, discussing the distinction between �rst,

second and third person approaches.
A last issue to be clari�ed is the apparent contradiction between the centrality of the concept

of experience in the enactive approach, on the one hand, and, on the other hand, its strong interest

in non-human life and cognition and the phylogeny of cognition. Through experience, we know
what things mean to us, to our socio-linguistic selves. How can we say anything meaningful about

the meaning space of a different species, with a different or more primitive organisation, who

cannot even linguistically express themselves? We can �nd the answer in Jonas’ (1966) work and
Weber’s (2003) extension of it: the ‘ecstatic’ character of the living allows us to understand, from

organism to organism, what something means to another subject, not as ‘what it feels like’, from
the inside, but as ‘what it means’, reading the signs.

�the patient who is not anymore able to articulate himself, animals, even a parame-
cium that cramps before it is killed by the picric acid dribbled under the cover slip,
the sadening look of a limb plant, the phetus that defends itself with hands and feet
against the doctor’s instruments - they all present the meaning of what is happening
to them� (Weber, 2003, p. 118).4

2.3.6 The Roots

This brief outline of the enactive approach and its central concepts and ideas has made little ref-

erence to the numerous predecessors from many scienti�c disciplines or related contemporary

currents of research. It is important to acknowledge these sources of inspiration and explain where
the enactive approach came from.

Maybe the most important predecessor is Maturana and Varela’s own theory of autopoiesis

(e.g., Maturana & Varela, 1980, 1987). The idea of autopoiesis as the organisation of the living
3Note (23.02.2008): To some people, this is not as bizarre a suggestion as it seems. Only the day before yesterday, I

have again been told exactly that (i.e., that mind does not exist) by a member of Sussex faculty, who suffered a sudden
outburst of scientism.

4My translation: �der nicht mehr artikulationsf¤ahige Kranke, Tiere, ja sogar das Pantoffeltierschen, das sich zusam-
menkrampft, bevor es von der unter das Deckglas getr¤aufelten Pikrins¤aure get¤otet wird, der trauig stimmende Anblick
einer welken P�anze, der F¤otus, der sich gegen die Instrumente des Arztes mit H¤anden und F¤ußen wehrt - alle zeigen
die Bedeutung dessen, was ihnen widerf¤ahrt� (Weber, 2003, p. 118).
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still plays an important role in the enactive approach (previous sections) but, as I conceive it,
autopoietic theory is more concerned with theoretical and epistemological questions, whereas the

enactive approach focuses on scienti�c practice and explanation. Also, with the idea of ‘enaction
as embodied action’, the enactive approach emphasises the active and engaging side of knowledge

construction, whereas the original formulation of autopoietic theory has sometimes (unjustly) been

criticised to endorse solipsism or non-naturalism.
There are, of course, also numerous predecessors and contemporary researchers with large

ideological and methodological overlap among the countless participants in the universal and mil-
lennia old pursuit to explain mind. In section 2 of (Di Paolo et al., 2008a), we provide a non-

exhaustive listing of scienti�c currents that relate to the enactive approach, featuring, e.g., Piaget’s

theory of cognitive development through sensorimotor equilibration (Piaget, 1936), the philosoph-
ical strands of existential phenomenology, continental biophilosophy and American pragmatism,

holistic dynamical systems approaches in neuroscience, ALife researchers in AI and Robotics, etc.

It is important to realise the cognation between these predecessors and related approaches and the
enactive approach, not just to get a better impression of what enaction is all about, but also be-

cause the insights and �ndings resulting from such approaches can be used to enrich and advance
an enactive understanding of the mind. Throughout this dissertation, I refer to such related work

as a complement or source of inspiration.

2.4 Challenges, Criticisms and Simulation Models

Being a passionate promoter of the enactive paradigm, I want to use this section to identify how

this young paradigm can and should be growing, both in general and as concerns my own work.
As already pointed out in section 2.2.4, there are areas in enactive Cognitive Science that are still

underdeveloped. In particular, those are the GOFAI strongholds in which proponents of minimal
representationalist views postulate �representation hungry� (Clark, 1997) problems that require

explicit symbol manipulation processes for their explanation. Most of these involve higher levels

of cognitive performance: thinking, imagining, engaging in complex interactions with others, and
so on. There is no reason to believe that the enactive approach is not able to explain these kinds of

phenomena, but as long as it fails to do so, skeptics cannot be hushed.
In (Di Paolo et al., 2008a), we argued that �[w]e must not underestimate the value of a new

framework in allowing us to formulate the questions in a different vocabulary, even if satisfactory

answers are not yet forthcoming�. In order to prove this point, we give examples from different
areas and from our own modelling work (for instance the models presented in chapters 5 and 6 of

the current dissertation). This dissertation can be seen to pursue a very similar objective, even if

in much more depth and with a much more focused methodological research question.
As already stated in chapter 1, working with ALife methods to investigate and build intelligent

and adaptive behaviour, I quickly became frustrated by the apparent incapacity of these approaches
to address questions of human level cognition. This frustration resonates with the previous point

about computationalist strongholds and underdeveloped areas in enactive Cognitive Science.

A consequence of the mind-as-machine metaphor and the modularisation of function in the
computationalist paradigm is that it is presumed that modelling increasingly sophisticated cogni-

tive processes equates to adding more functional modules and computational complexity to the AI
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model of cognition. This is not the same in enactive Cognitive Science. The models presented
in this dissertation address �ve problems to be located in different disciplines and levels of so-

phistication in Cognitive Science. Yet all of them strive for minimalism of the simulation and
for modelling the essence of the behavioural dynamics. With my work, I show that a complex

explanandum does not require a complex model to form part of the explanans.

In terms of the problems addressed, the procession of simulation models here presented re�ects
my personal procession towards identifying the kinds of questions of high level human cognition

that I believe the enactive approach will be able to address next, particularly with the subset of
methods employed and developed by myself. A crucial moment in this procession was learning

about the experimental work in Sensory Substitution/Perceptual Supplementation to explain the

sensorimotor basis of space cognition (Lenay, 2003) conducted at the GSP in Compi�egne. Space
cognition, and in particular the conscious experience it involves, are clearly very abstract and high

level cognitive capacities and the experimental approach taken elucidates the origins of spatial

concepts and percepts. I used Evolutionary Robotics simulation modelling to complement this
approach and, as a last step in this dissertation, identi�ed an own question of interest, i.e., the

sensorimotor basis of simultaneity perception and its relation to adaptation to sensory delays, as a
question I would like to address from an enactive point of view, combining experimental, experi-

ential and modelling work. The results from this project are just a �rst step in the investigation of

this intriguing question. Performing this step and knowing which step to take next, however, can
be seen in itself as a major result of this dissertation.

The route I have taken is just one in an in�nite space of future possibilities for enactive Cog-

nitive Scientists. �A proper extension to the enactive approach into a solid and mainstream frame-
work for understanding cognition in all its manifestations will be a job of many and lasting for

many years. [. . . ] The strength of any scienti�c proposal will eventually be in how it advances
our understanding, be that in the form of predictability and control, or in the form of synthetic

constructions, models, and technologies for coping and interacting with complex systems such as

education policies, methods for diagnosis, novel therapies, etc� (Di Paolo et al., 2008a). There are
other challenges for the enactive approach that will require different methods. I explore, name and

evaluate the usefulness and scope of applicability of Evolutionary Robotics simulation modelling

for such future challenges throughout this dissertation. In particular, I identify interdisciplinary
minimalist work on the sensorimotor basis of perception as a promising route to explain problems

of high level human cognition and thus invade computationalist strongholds.



Chapter 3

Methods and Methodology

Due to the high methodological emphasis of the current thesis and the fact that it develops and

presents a new methodological framework, this chapter contains a lot of novel material. Rather
than to just iterate proven methods, large parts of this chapter are dedicated to science-theoretic

and methodological argument, to explaining the methods I propose and to identifying their scopes

and limits (hence the title: ‘Methods and Methodology’, rather than just ‘Methods’).
The �rst section 3.1 ties in with issues already raised in chapter 2 about the implications of a

constructivist-enactivist world view, which denies the existence of an observer-independent reality,
has for scienti�c explanation. In a similarly general style, section 3.2 assesses the importance and

position of the mathematical language of dynamical systems theory for the enactive approach as I

perceive it. Section 3.3 introduces Evolutionary Robotics simulation models. It presents technical
details of the ER models used for the modelling parts of the current dissertation and discusses their

role in scienti�c explanation. The following two chapters 4 and 5 present results from Evolutionary

Robotics models that rely exclusively on the methods and methodological considerations outlined
in this �rst part of the chapter.

Section 3.4 introduces Perceptual Supplementation as a minimalist experimental approach to
human perception and sensorimotor adaptation, which is mainly based on ideas and methods de-

veloped by the Perceptual Supplementation Group in Compi�egne. I realised the experimental parts

of the interdisciplinary project (chapters 9 and 11) in collaboration with the Perceptual Supplemen-
tation Group, and the simulations presented in chapters 6, 7 and 10 model results from research in

Perceptual Supplementation. An absolutely essential dimension of study of human cognition and
perception is subjective experience. It is, however, the methodologically most dif�cult dimension.

In section 3.5, I discuss �rst, second and third person approaches to the study of experience. This

is the least developed part of the interdisciplinary framework I devise and, as I self-critically point
out there and in the conclusion (chapter 13). Finally, section 3.6 brings together the methods pre-

sented to outline how they can be applied in mutual bene�t, in particular Evolutionary Robotics

simulations, minimal experiments on human sensorimotor adaptation and the study of rudimen-
tary perceptual experience which is applied in the study on adaptation to sensory delays (chapters

8-12). This is the methodologically most novel part of this dissertation and I see it as one of its
most important results.
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3.1 The Scientist as Observing Subject

In the enactive view, knowledge is not represented, knowledge is constructed: it is constructed by

an agent through its sensorimotor interactions with its environment, co-constructed between and

within living species through their meaningful interaction with each other and, in its most abstract
and symbolic form, knowledge is co-constructed between human individuals in socio-linguistic

interactions (see also chapter 2 section 2.3 and 5 section 5.1 for an elaboration of ideas on values

and meaning construction). Many of the ideas presented in this section have been previously
published in (Rohde & Stewart, 2008).

Science is a particular form of social knowledge construction, characterised by certain rules,
dogmata, procedures, objectives and the use of formal languages and techniques of measurement,

which, if applied correctly, endow the thus generated knowledge with certain properties that make

it somewhat special. Most noticeably for modern human society, the thus constructed knowledge
can be taken further, following the rules of logic and mathematics and allows us to build powerful

tools, machines and medicines, or to predict events beyond the scope of our perceptual or intuitive

grasp of regularities in our environment.1 The pragmatic power of (some) scienti�c knowledge,
should, however, not seduce us to subscribe to some form of scientism, assigning scienti�c knowl-

edge ontological privileges which it does not deserve. The signi�cance of scienti�c knowledge
always derives from the context of its generation and from what it means for an individual or a

group of individual (e.g., a society), just like any other form of knowledge.

A constructivist Cognitive Science thus �nds itself in a situation where the snake bites its own
tail: it applies the rules and methods of science to explain processes of meaning construction, an

explanandum that subsumes the application of the rules and methods of science itself. In their

early work on autopoiesis, cognition and the principles of life, Maturana and Varela (1987, 1980)
have crucially identi�ed and discussed this status of the scientist as observer and what it implies

for scienti�c practice in biology and Cognitive Science. Maturana’s statement that �everything
said is said by an observer� (Maturana, 1978) has become programmatic for the epistemological

strand of radical constructivism in the 80s and 90s, and their writings have crucially in�uenced

many pioneers of enactive and proto-enactive approaches in the Cognitive Science and biology
(e.g., contributors to Varela et al., 1991).

Maturana and Varela, as well as their explicit followers, have phrased the implications of

an observer-science as it is relevant to the questions addressed in the current dissertation most
clearly. I thus refer mainly to those sources. It should, however, be noted that there are scientists

and science theorists in and outside Cognitive Science (e.g., Bitbol, 2001; Kurthen, 1994) that
equally recognise the constructivist nature of scienti�c activity and the necessity to include the

observing subject into a scienti�c story as part of both explanans and explanandum at a time. A

constructivist and non-objectivist science makes references to the speci�c processes of scienti�c
knowledge construction where necessary (many of the issues raised in this section are relevant for

the study of experienced simultaneity and come up again in chapter 8 on time).
For the case of Cognitive Science this is particularly tricky, as Cognitive Science is the science

of mind and cognition, with science being an activity that is largely about measurements, obser-

1As Mike Leies once rightly pointed out in conversation: �It seems weird to sit in an airplane 3000 ft above the
ground and say you do not believe in science�.
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vations and quanti�cation, and mind and cognition being phenomena that are basically neither
observable nor measurable nor quanti�able � which is what lead Descartes to his dualistic world

view, distinguishing mind, the res cogitans, from basically anything else in the world which can
directly take measurable effect in the environment and thus manifest in space, i.e., the res extensa.

Whilst our access to objects and events is mediated through our sensorimotor interaction with the

environment, our access to mental phenomena is direct and subjective, cognition manifests as ex-

perience, a category not usually considered part of the scienti�c program. Cognitive science thus

has the thankless task to explain (amongst other things) the qualitative dimension of cognition,
including the experience of emotions, intentions, colours, numbers, memories, insights, compe-

tencies, communication, etc. without actually having the words to express the explanandum in the

�rst place.
The way traditional Cognitive Science deals with this problem is, typically, to de�ne unmea-

surable mental phenomena in terms of physically measurable variables and to reduce them to

physical and quanti�able processes. Prominent examples of this practice include:

� The reduction of mind states to physical brain states on the basis of correlated occurrence,
a practice that is popular with some philosophers of mind working in the qualia debate
and on the neural bases of consciousness. In its most consequent and extreme form, this
reductionism results in eliminativism (e.g., Churchland & Churchland, 1998).

� The functional reduction of cognitive phenomena to physically measurable processes that
convincingly appear to bring about that cognitive phenomenon in an entity that is not oneself
(Turing-test approaches, after Turing, 1950), a technique that is more commonly adopted in
the areas of arti�cial intelligence and cognitive modelling and underlies Dennett’s (1989)
ideas on the ‘intentional stance’.

The problem with these reductionist approaches is, in a nutshell, that by picking an isolated physi-

cal phenomenon and explaining it, you explain the isolated physical phenomena you pick, but not

cognition.
Instead of indulging in ideological quarrels, which I did already in chapter 2, I want to ar-

gue how to scienti�cally study cognition, in a bona �de enactive way, avoiding the reductionist
practices just mentioned. Firstly, it is necessary to establish exactly how measured empirical �nd-

ings relate to experiential phenomena, rather than just to identify a local correlation and take it

out of its physiological, physical and semantic context, such as when reducing mental states to
brain states. Section 3.5 discusses the methodological dif�culties associated with the study of

experience in detail. Secondly, in order to be able to say something meaningful about functional

aspects of cognitive faculties, it is important to explain the mechanisms that generate it, rather
than just to explain some mechanism that successfully imitates particular aspects of the cognitive

faculty under investigation. We have developed and discussed this point, focusing on the example
of the scienti�c study of autonomy in (Rohde & Stewart, 2008) and the reminder of this section

reproduces our argument.

The scenario developed by Alan Turing in his 1950 classic paper ‘Computing machinery and
intelligence’ (Turing, 1950), which he called the ‘imitation game’ expresses a deep pessimism to-

wards the possibility to properly scienti�cally account for intelligence or cognition. Via a language

interface, what is tested is the capacity to trick a human being into thinking that it was interacting
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Turing-test-style ascription

"Autonomous"

"Autonomous"

Informed ascription knowing the mechanism

"Autonomous"

"Not autonomous"

(A) (B)

Figure 3.1: Illustration of ascriptional judgments of autonomy based on na¤�ve observation (A) and

scienti�c study of the generative mechanisms (B).

with another person, assuming that this capacity would presuppose some form of thinking in the

machine. Turing’s original formulation of the test was rather tame, i.e., that towards the end of

the 20th century �an average interrogator will not have more than 70 per cent chance of making
the right identi�cation after �ve minutes of questioning [a computer]� (Turing, 1950) and may

even have approximately true: with simple techniques such as pattern matching, and psycholog-
ical knowledge that allows to predict the most common questions asked in this kind of situation,

some language programmers (not programs!) are quite good at tricking humans into the belief

that they are actually communicating with a software agent, if only for a short while. The reality
of how such systems are programmed and the kind of mistakes they make, however, reveals that

these agents do not actually think or have any grasp of the meaning of the symbol strings they

produce. This is what Searle (1980) illustrates in his famous ‘Chinese room’ thought experiment.
As we argue in (Rohde & Stewart, 2008), knowledge about the mechanisms that generate

a phenomenon has a tendency to produce such reactions of disenchantment, the prime example
being to know how a conjuring trick works, which clearly takes away the excitement about the

seeming supernatural powers at work being profane sleigh of hand or visual illusions.

An important point to realise is that acquaintance with the underlying mechanism does not
necessarily lead to disenchantment. On the contrary, sometimes, knowing how something works

can produce the opposite effect: for example, a glider in the game of life does not look any

different from a �rst-generation computer game sprite if you just look at it moving around on a
two-dimensional grid. Only if you learn about the local cellular automata rules that underlie the

emergence of a glider, their simplicity and the fact that they do in no way directly specify any of
the emergent behaviour and appearance of the glider, it turns into a fascinating phenomenon, and

there is no ulterior knowledge that I can acquire that could take this fascination away.

Applying these ideas to the study of cognition, our argument is that learning about the simple
algorithms and rules of symbol manipulation that bring about seemingly intelligent or linguistic

behaviour in GOFAI systems can leave behind a similar taste of charlatanry as the revelation of a
conjurer’s trick. I have personally experienced this disappointment many times with laymen when

telling them how the robots work that they saw do impressive things (such as playing a violin

or taking orders linguistically and execute them) in a short TV clip, from which na¤�ve specators
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presume that their capacities would generalise. Figure 3.1 illustrates this discrepancy in the case of
ascription of autonomy to robots or living organisms: if autonomy (or any other cognitive capacity)

is ascribed to a robotic agent using a kind of Turing-test that relies on super�cial acquaintance in
(A), knowledge about the generative mechanisms can lead to a revision of judgment in (B). When

studying the autopoietic organisation of a living organism, acquaintance with the mechanism does

not usually have this disenchanting effect.
It should be noted that I do not believe that being convincing is something inherent to living

or ALife-style processes. Just as there are many genuinely fascinating machines (such as cars
and computers), people can also get disappointed with processes generated by living organisms.

For instances, there is a tendency to be disappointed by stigmergic processes in insects, as the

example of the digger wasp (discussed, e.g., in Dennett, 1985) shows: the wasp appears to have
an elaborate plan of clearing a tunnel it dug before putting a larvae in it. However, by dislocating

its larvae while the wasp is inside the tunnel, the wasp can be trapped in an ‘in�nity loop’ of

repeatedly checking whether the tunnel is blocked. This reveals that it does not actually know that

it is clearing the tunnel, in the sense of understanding the concept of tunnel clearing, but much

rather knows how to clean the tunnel, following a sequence of behaviours that are triggered by
changes in the environment. This behaviour is in crucial ways similar to a computer executing an

algorithm and can lead to disenchantment in the same way.

We therefore propose in (Rohde & Stewart, 2008) to substitute a Turing-test style statistic mea-
sures of intuitive ascriptional reaction with informed ascriptions based on the scienti�c knowledge

about generative mechanisms. This is not to propose a project of de�ning cognitive or mental fac-

ulties in terms of the physical properties of the processes that generate it or to engage in any other
form of reductionist activity. It is proposing to make use of the bene�cial characteristics that sci-

enti�c knowledge has (as outlined above) in the larger endeavour to understand and explain mind
and cognition, which is, in the end, what ‘Cognitive Science’ is all about. Apart from being more

robust and reliable than many other forms of knowledge, scienti�c knowledge has the advantage

that it is subject to inter-subjective debate and agreement, which can resolve controversies about
whether or not a mechanism ‘counts’: �[if] the disagreement remains within the scope of a single

paradigm, the normal process of Popperian refutation (or not) will lead to progress. If the dis-

agreement occurs between incommensurable Kuhnian paradigms, then an element of subjective
choice may remain� (Rohde & Stewart, 2008, see �gure 3.2).

When we presented our ideas at the EU-cognition workshop on modelling autonomy in San
Sebasti·an in March 2007, our argument was criticised by several researchers (most vehemently by

N. Bertschinger) which compared knowledge about generative mechanisms with the hypothetical

possibility of generating a perfect and complete grasp of the surface behaviour (i.e., how inputs
and outputs relate over time). Supposedly, this ‘LaPlacian Demon’ type knowledge would be as

powerful a basis for identifying autonomy as the scienti�c study of the generative mechanisms.

Without even entering into a metaphysical quarrel whether or not this is strictly true in a principled
way, this argument can be easily put to rest with epistemic arguments. Apart from the fact that for

most real-life complex entities (and in particular living organisms), humans would be incapable
of grasping the entirety of their sensorimotor couplings at once and con�dently judge about their

properties as a whole, the question to ask is: why bother, if we can as well study the generative
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"          =           = Not autonomous""             = Autonomous"

Let’s get

 this straight...


 Science is a social activity - its outcome is not arbitrary

Figure 3.2: Illustration of the social dimension of scienti�c knowledge construction.

mechanisms?

3.2 Dynamical Systems Theory

3.2.1 De�nition

In this section, I introduce some of the key terms and de�nitions in Dynamical Systems Theory

(DST) that I refer to throughout this dissertation. The de�nitions here used stem from the following
sources: (Strogatz, 1994; Rohde, 2003; Ross, 1984).

A state x of a dynamical system is a set of system quantities that allows the complete descrip-
tion of the system’s development across time. Formally, a state is a variable assignment to a set

of variables (state variables) of a dynamical system. In a dynamical system that models a real

world system, the state variables correspond to measurable quantities. Apart from state variables,
a system can have control parameters, which can change on a slower time-scale than the state

variables. Their change is not accounted for in the description of the system: control parameters

de�ne a parameterised set of different dynamical systems.
Dynamical systems can either be given as a set of differential equations (time-continuous) or

as a set of difference equations (iterated maps; time-discrete). In the current thesis, the dynamical
systems investigated are differential equations, even if they are investigated discretised in computer

simulation (see below).

I will not go into the details of different types of differential equations (ordinary, partial,
stochastic, . . . ) and their formal properties here (see (Strogatz, 1994) for an accessible intro-

duction). The only important concepts I want to brie�y discuss at this point is the distinction

between linear and non-linear dynamical systems and the notion of an attractor.
A linear dynamical system is basically a dynamical system in which the behaviour of the whole

system is equal to the sum of the behaviours of its parts. This is in accordance with the general
de�nition of a linear function in mathematics. In order for a differential equation to be linear, the

terms that describe the change of the state variables must, therefore, not contain any non-linear
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functions of state variables, such as power functions, products, trigonometric functions, etc. If
they do, the differential equation is non-linear.

The mathematical tools for the analytical computation and analysis of non-linear differential
equations are to the point not very advanced and require advanced mathematical skills. Therefore,

computer simulations are important in the study of dynamical systems. In order to simulate time-

continuous dynamical systems in digital computer simulation, the differential equations have to be
discretised using numerical methods. In this thesis, the only numerical method used is the forward

Euler method which approximates the change in state of a differential equation �x = f (t) after a
time step of length h as

x(t +h) = x(t)+h f (t) (3.1)

Among the interesting properties of dynamical systems are what is called attractors. Accord-
ing to Strogatz, �there is still disagreement about what the exact de�nition [of an attractor] should

be� (Strogatz, 1994, p. 324). I reproduce his de�nition here. An attractor is a closed set of states

A that is invariant, attracts an open set of neighbouring initial conditions and is minimal.
‘Invariant’ means here that any trajectory that starts in A ends in A. Invariant sets can be �xed

points (A = x� with f (x�) = 0), limit cycles (circular orbits 2 A) or strange (chaotic, fractal) sets,
which �exhibit sensitive dependence on initial conditions� (Strogatz, 1994, p. 235), i.e., trajec-

tories within A starting at states that are very close will describe very different orbits within A.

Whilst �xed points can also exist in linear dynamical systems, limit cycles and strange attractors
exclusively occur in non-linear dynamical systems.

The set of initial states attracted to A is called the basin of attraction B of an attractor and it

is characterised by the fact that the distance from x(t) ! 0 as t ! ¥. An invariant set without a
neighbouring basin of attraction is not an attractor. Such invariant sets are unstable or - in rare

cases - semi-stable.
Minimalism means here simply that there is not subset of A for which the same properties

(invariance, asymptotic stability) hold.

An orbit within the basin of attraction of an attractor that converges towards the invariant set
is called a transient. A system is globally stable if all system states converge to a single attractor,

it is multi-stable if it has more than one attractor. A convergent (dynamically trivial) dynamical

system is one that has only �xed point attractors. A dynamical system is called an open system if
it interacts with the environment; otherwise, it is called a closed system.

3.2.2 The Explanatory Role of DST

Being based on the ‘Mind as Machine’ metaphor, traditional Cognitive Science centres around a
particular mathematical formalism, i.e., the Turing machine/automata theory as the fundament on

which to built a uni�ed interdisciplinary science. Some approaches that are critical towards classi-

cal computationalism and question the central role of this metaphor have tried to put other formal
languages in its place, such as Connectionism proposing ANNs and Dynamicism proposing DST

(cf. previous chapter, section 2.2). Van Gelder’s (1998) proposal of the ‘dynamical hypothesis in

Cognitive Science’ distinguishes the nature hypothesis and the knowledge hypothesis (van Gelder,
1998) as two sides of the same coin. The nature hypothesis is the hypothesis that what is cognitive

about a cognitive systems is fully captured by an abstract formal description of its behavioural and
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brain dynamics, i.e., it is this dynamical system, which can, in principle, be variably instantiated
in material terms. The knowledge hypothesis is that a cognitive system is best studied with DST

as formal tool.
The dynamical turn in Cognitive Science has gained in impact over the last years (e.g., Beer,

2000; Port & van Gelder, 1995; Thelen & Smith, 1994). Researchers identifying with Dynam-

icism work in areas as different as linguistics, physiology, cognitive psychology, developmental
psychology, cognitive neuroscience, etc. Broadly speaking, the enactive approach can be seen as

forming part of this dynamical turn, even though its core assumptions are not identical (cf. chapter
2). This difference does not entail a reservation: I am hugely sympathetic towards nearly all the

work done under this label. I just want to stress that, in contrast to van Gelder’s dynamical hypoth-

esis, DST is not seen as a privileged formalism, but just a very suitable language for formalising
the material aspects involved in cognition.

The reason why DST is the pre-dominant formal language of choice in enactive Cognitive

Science are the same reasons that assign DST an important role in all natural sciences, and in
particular in physics. As developed in chapter 2, the enactive approach investigates the mutual

determination and constraining of the material or mechanistic level and the behavioural, cognitive
and meaningful level. The enactive approach is concerned primarily with the origin, adaptive

change and maintenance of invariant emergent structures. Such self-organisation is an inherently

dynamical phenomenon. DST, as the language of physics, serves to describe the evolution of a
whole situation over time, including an agent, its body, its environment and its brain. In order to

describe and model embodied and embedded agents in a way that minimises prior assumptions

about how structure relates to function, DST as a descriptive formalism has a clear competitive
edge because of this capacity to describe physical processes in general. For the description and

study of the mechanistic or physical level without building in prejudices about functionality of
structure, DST suggests itself.

3.3 Simulation Models, Evolutionary Robotics and CTRNN Controllers

3.3.1 Technical Details of Evolutionary Robotics Simulations Presented

Evolutionary Robotics (ER) is a �technique for the automatic creation of autonomous robots [...]

inspired by the [D]arwinian principle of selective reproduction of the �ttest� (Nol� & Floreano,

2000, preface). In this approach, some aspects of the robot’s or simulated agent’s architecture are
speci�ed, but others are underspeci�ed. These are left to be determined in an automated way by an

evolutionary search algorithm, according to the optimisation of an abstract performance measure
called the ‘�tness function’ (see �gure 3.3 for an illustration of the process).

In all the ER models presented in the scope of this dissertation, the parameters evolved are

the parameters of the neural network controller and all experiments have been conducted in sim-
ulation. In this section, I present the algorithm and techniques that are common to the different

models I present (control network and parameter ranges, genetic algorithm etc.). In each of the

modelling chapters 4, 5, 6, 7 and 10, more technical details are provided that are speci�c to the
model. In some of the models, there are deviations from the general principles described here.

These deviations are pointed out within the modelling section of the respective chapter.
Apart from the model presented in chapter 4 all the simulation models rely fully on my own
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Figure 3.3: Illustration of the evolutionary cycle in Evolutionary Robotics.

code and have been implemented in Java. The general class structure adopted is to have distinct

classes for the GA (in which the arti�cial genotypes are stored and managed), the individual (in
which the genotype is interpreted in terms of neural parameters and the network dynamics are

computed) and the simulation (in which the motor output from the networks are interpreted and
the environmental dynamics, the �tness and the sensory states are computed). The GA calls the

individual and the individual calls the simulation. Data recorded from simulations is

� The �tness values of all agents in all generations (to analyse evolvability).

� The genotype of the best individual in each generation (to analyse transitions in behaviour
over evolution).

� The genotype of all individuals from the last generation (to seed a continued evolutionary
run, if required, or to check for behavioural diversity)

Additionally, there were classes to test evolved behaviour under variable circumstances and to
record and visualise sensorimotor trajectories, environmental variables and the state of the con-

troller.

Continuous-Time Recurrent Neural Networks (CTRNNs)

A method used and promoted by Beer is the use of a particular network type for ER neural control,

i.e., Continuous Time Recurrent Neural Networks (CTRNNs, e.g., Beer, 1995). Even though the

dynamical properties of CTRNNs can be seen as idealisations of real neural dynamics, I do not use
CTRNNs as direct analogies for the brain or brain areas. Beer advocates this type of controller be-

cause �(1) they are arguably the simplest nonlinear, continuous dynamical neural network model;

(2) despite their simplicity, they are universal dynamics approximators in the sense that, for any
�nite interval of time, CTRNNs can approximate the trajectories of any smooth dynamical system

on a compact subset of R
n arbitrarily well� (Beer, 1995, p. 2f). Furthermore, they are very suitable

for evolutionary approaches because of their interesting convergence properties - even very small

networks can exhibit multi-stable, oscillatory or chaotic behaviour (Beer, 1995, 2006).
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The network structure I employ in most models is a partially layered control network in which
a layer of input neurons projects onto a layer of fully connected inter-neurons which, again,

projects onto a layer of output neurons. However, in individual models this structure is modi-
�ed, as indicated locally.

The dynamics of neurons in a CTRNN is governed by

ti
dai(t)

dt
= �ai(t)+

N

å
j=1

ci jwi js(a j(t)+q j)+ Ii(t) (3.2)

where s(x) = 1=(1+ e�x) is the standard sigmoidal function, ai(t) the activation of unit i at time
t, qi a bias term, ti the activity decay constant and wi j the strength of a connection from unit j to

unit i. The n � n connectivity matrix C speci�es the existence of synaptic connections between

neurons. In cases where the network structure is �xed, ci j = 0 for input neurons ni, ci j = 0 for
output neurons ni if n j is an output or input neuron and ci j = 1 otherwise. In some models, I chose,

however, to also evolve some of the network structure including the connectivity matrix C.
The biological analogy of CTRNNs frequently adopted is that ai represents the membrane

potential, t the membrane time constant, q the resting potential, s(x) the �ring rate, w i j the strength

of synaptic connections between neurons and Ii network external inputs impacting on membrane
potential. As stated above, this biological interpretation of CTRNN dynamics is not relevant to

my modelling approach. CTRNNs represent neural dynamics in a more abstract sense, because

they can link sensation and motion quickly and transform patterns of stimulation non-linearly over
time, thereby maintaining and building interesting dynamical structures.

CTRNNs are actually continuous dynamical systems, but, as stated before, they are simulated
using the Euler method (equation 3.1). Applying the Euler method to the above equation (3.2), the

following approximation yields:

ai(t +h) = ai(t)+
h
ti

(�ai(t)+
N

å
j=1

wi js(a j(t)+q j)+ Ii(t)) (3.3)

In order for this equation to approximate CTRNN dynamics suf�ciently closely, the t i have

to be suf�ciently large compared to the time-step h (in most models, h = 1). In the models here
presented, the minimal ration h

t set as parameter boundary is 10 but in most models, it is larger

than that.

Simulation

CTRNNs are used to model the internal dynamics of the evolved agents controllers. The emphasis
of ER is, however, on the closed loop modelling, i.e., a whole situation is modelled, not just input

output mappings or decoupled neural dynamics. In a diagram that Beer frequently employs to

illustrate this idea (�gure 3.4), the CTRNN dynamics can be seen as the dynamics in the inner-
most box (NS). In order to implement the external closure of the sensorimotor loop, i.e., how an

agent’s actions in the world impact dynamically on its sensations, the body (middle box) and the
environment (outermost box) have to be modelled as well.

In the ER models presented in the current dissertation, agent bodies manifest simply as func-

tions transforming particular environmental variables in neural inputs and neural outputs into ve-
locity or force vectors (e.g., wheel velocity, angular joint velocity, directional velocity, . . . ). Usu-

ally, apart from the control network parameters, the GA evolves a sensory gain SG and a motor
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Figure3.4: Illustrationof brain-body-environment interaction,takenfrom (Beer, 2003).

gainMG to scaleinputsandoutputs,which specifythemagnitudewith which agentandenviron-

mentimpactoneachother. Thesimpletransformationfunctionsarecodedaspartof theclassthat

modelstheindividual.

Thesimulationclassesmodeltheoutermostboxin Beer'sdiagram(�gure 3.4),i.e.,they model

avirtual spaceof somekind in whichthestateandlocationof agentsandpossibleexternalobjects

arestoredandupdated,interpretingforceandvelocityvectorsresultingfrom previousworld states

andCTRNNoutputs.Thesametimescaleis usedfor neuralandenvironmentaldynamicsandthey

areupdatedalternatelywith thesametime step.

In severalmodels(chapters6, 7 and10),sensorydelaysd havebeenused.Thismeansthatthe

sensoryneuralinputsarestoredin a queueof lengthd andfed into thenetwork taking from the

front of thequeue.

GeneticAlgorithm

A geneticalgorithm (GA, Holland, 1975) is an optimisationsearchalgorithm for a parameter

con�gurationthatperformsaheuristicsearchon theparameterspaceinspiredby theDarwininian

principlesof heredity, mutationandnaturalselectionthat is similar to hill climbing search(but

morerandom).

Thesearchalgorithmusedin thisthesisisasimplegenerationalGA. Thismeansthatfor a�x ed

numberof generations(typically oneor several thousands),a set p of individuals jpj (j pj = 30

in this thesis)is usedto generatea new generationof equalsizeand then fully replaced. For

eachindividual i 2 p, a parentis selectedwith uniform probabilityfrom the1=3 bestindividuals

from the previous generationaccordingto the �tness measureFi (i.e., truncationselection). I

implementednon-sexual reproduction,i.e., an individual's genotypeis a mutatedclone of the

singleparent's genotype.I usereal-valuedgenes2 [0;1] andvectormutation(e.g.,Beer, 1996)

asmutationaloperator. This meansthat the genotypeis mutatedby addinga randomvectorof

magnituder (magnitudePoissondistributed)in then-dimensionalgenotypespaceto thegenome.

If mutationof ageneexceedsthegeneboundary, it is re�ected, i.e., theamountby whichthegene

boundaryis exceededis subtractedfrom thegeneboundaryto yield thenew genevalue.

Genesare interpretedasnetwork parameterst i, qi andwi j andSG andMG. The parameter

rangesvary betweensimulationsandarespeci�ed locally. Typically, wi j 2 [� 8;8], qi 2 [� 3;3],

andthesevaluesaremappedlinearly to the speci�ed target range. The minimal valuefor t i is


